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ABSTRACT
This paper explores a technique to exploit Biomimetic Elec-
trostatic Imaging (BEI) for the purposes of short-range high-
speed detection and tracking of submerged obstacles based
on their conductivity deviation from the background ocean
environment. BEI uses conductivity and Coulomb’s law
rather than electromagnetic or acoustic (SONAR) principles
to provide more rapid imaging at substantially reduced out-
put powers making the technique perfect for Uncrewed Un-
derwater Vehicles (UUV) seeking to align for docking, avoid
obstacles while traversing, perform relative station keeping
(formation management), or track/follow a target object.
It is demonstrated to work in real-time against the type of
short-range targets that pose a collision threat.

Categories and Subject Descriptors
B.0 [Hardware]: General

1. INTRODUCTION
This paper explores a technique to exploit Biomimetic

Electrostatic Imaging (BEI) [4] [2] [3] for the purposes of
short-range high-speed detection and tracking of submerged
obstacles based on their conductivity deviation from the
background ocean environment. BEI uses conductivity and
Coulomb’s law rather than electromagnetic or acoustic prin-
ciples to provide more rapid imaging at substantially re-
duced output powers making the technique perfect for Un-
crewed Underwater Vehicles (UUV) seeking to align for dock-
ing, avoid obstacles while traversing, perform relative station
keeping (formation management), or track/follow a target
object.

Sensing and communication at long ranges is best han-
dled through acoustics and chemotaxis. At shorter ranges,
in fresh and brackish waters, needs are best dealt with via
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Figure 1: Electromagnetics is a dynamic phe-
nomenon in which quantums of energy travel to
the target. Electrostatics is a static phenomenon
in which the quantums interact from their origins.

optical means. In the ocean, at the close ranges where an
electric field may be extended, electroreception is the clear
choice.

A recurring point of confusion with this work, among read-
ers at first encounter, is its differentiation from radio – the
propagation of electromagnetic (EM) waves. Figure 1 illus-
trates this difference. EM is a dynamic phenomenon. Radio
waves result from attempting to balance the conservation of
energy equation [6]. When mobile charges reach the end of
an antenna, they must stop (decelerate). The momentum
they’ve acquired must transfer somewhere. That energy is
radiated outward as an electromagnetic wave. The wave-
front contains quantums of energy know as photons.

In the left pane of figure 1, two photons are travelling past
a charged “sensor” particle. Because the wavefront propa-
gates at the speed of light, the electromagnetic forces cannot
effect the sensor until the photons arrive (the forces being
orthogonal to the direction of travel). As shown in the fig-
ure, at this time the two equivalently charged photons exert
equal force on the sensor particle from opposite directions
resulting in zero net force.

In the right pane, the energy quantums (the former pho-
tons) are just stationary (static) charged particles. The force
field easily exceeds the velocity of the quantums and results
in a force vector in the direction of the “sensor” particle.
Given the symmetry, the lateral components cancel, but the
vertical components superpose to result in a net force away
from the electrostatic charges’ axis. These forces degrade



with distance because the force originates from the static
charges.

In the EM case, the forces originate from the propagating
photon. So, ceteris paribus, the force it exerts on the “sen-
sor” particle does not degrade with the distance between the
EM source and particle as the origin of those forces is always
the wavefront when it reaches the particle.

For intuition building purposes, one might consider elec-
trostatic coupling as the low frequency end of radio com-
munication since the majority of energy coupling to any re-
ceiver within a wavelength of a radio transmitter is over-
whelmingly electrostatic or magnetostatic (the near-field or
inductive field region) [12] [9] [10]. In air, where this discus-
sion is usually applied, the main advantages of radio wave
energy propagation, as compared to electrostatic coupling,
are higher bandwidth and longer range.

Another facet of this longer range is energy efficiency.
Given that range can typically be improved with increased
output power, of prime interest is the ratio between the two
rather than absolute numbers. In air and at range, EM
transmission is a clear winner. At shorter ranges (within a
wavelength or two), the energy advantage dissipates given
the high carrier frequencies necessary to keep short range
receivers more than several wavelengths away.

At 2 meters, the operating distance of the carrier fre-
quency of a radio transmitter would need to be in excess
of 150 MHz to operate at far-field in air – regardless of
the amount of data carried across the channel. This comes
with a large energy penalty as energy and frequency are lin-
early correlated to the first order. Compared with a base-
band electrostatic transmission, which can operate at the
frequency of the data payload, a huge inefficiency occurs.
For a 10 kbit/second data stream, electrostatics achieves an
advantage of more than 15, 000× assuming the receiver is
within range.

BEI’s electrostatic approach offers a number of additional
features of interest. The sensor is theoretically impossible
to shield against since coating the target in a material equal
in dielectric coefficient to the ocean (in an attempt to make
it invisible) would simply cause the excitation field to pen-
etrate that material as well. As a static phenomenon there
is no wave propagation to phase cancel and any active jam-
ming emission would be detectable.

In terms of UUV’s, BEI is extremely attractive as a non-
contact “bumper” given that, unlike acoustics, its transduc-
ers are extremely cheap (effectively, just the exposed end of
a wire or screw). As such, they are also tiny, can be made
conformal, and offer an extremely wide aperture (e.g. they
are natively unfocused and cover the full hemi-spherical field
of view).

2. HARDWARE
In order to pursue the ultimate objective of unstructured

imaging, our single channel reference design (discussed in
detail in our prior work [2]) was modified to support digital
control (discussed in [1]), replicated 16 times, and combined
into one printed circuit board (PCB) assembly called the
AFE17 (Figure 2).

Due to its difference-linear handling of electrodes, the
16 channels of the AFE17 process signals from 17 ocean-
submerged electrodes. To illustrate this, consider a row of
17 dots. Each of the dots represents an electrode. There are
16 spaces between the 17 dots. These spaces represent the

Figure 2: The AFE17 as built. Shown with its
shielding covers removed. Each of the square areas
contain a complete analog front end. In the distance,
near the edge connector fingers, the large power fil-
tering components are visible.

Figure 3: A simplified schematic of the AFE17 16
channel receiver card. The card’s inputs consist of
power and digital control signals. The analog out-
puts from the 16 analog processing units are avail-
able on the card’s edge connector.

differences measured by the AFE17.
The AFE17 is a large complex piece of hardware made

from 1,073 electronic components and 11 mechanical com-
ponents. It is about 30 cm (≈ 12 inches) in length and un-
der 7.6 cm (3 inches) in height. It is designed to fit into a
card frame system two standard rack units 8.9 cm (3.5”) in
height.

A simplified schematic of the AFE17 16 channel receiver
card appears in figure 3. The card’s inputs consist of power
and digital control signals. In terms of power requirements,
the analog sections are bipolar resulting in four voltage rails:
±2.5 V and ±5 V. The power rails are isolated from the ex-
ternal supply by a large second-order passive low-pass (LC)
filter. The reference potential (“ground”) is not isolated to
minimize ground loop vulnerability and ground bounce.



Each of the channels (indicated in figure 3 by a light grey
region between “Electrode Array” and “Analog Out”) is an
implementation of the schematic described by Figure 4 of
[2], including the modifications described in Figure 3 of [1].
Therefore, the host software may exercise real-time control
over the bias, gain, and center frequency of each channel
independently.

2.1 The Control Bus
The resulting control requirements make use of eight1

10 bit digital resistors per analog processor. This places
a large requirement for electrical output connections on the
host, on the connector to the host, and on the AFE17’s in-
ternal routing. To alleviate the physical demands of these
connections, the resistor configuration data is bussed to all of
the digital resistors and only the chip select lines are routed
point-to-point. The chip select lines are controlled from an
on-board bus, designed by the author, called the CB2 (Con-
trol Bus, version 2).

The CB2 bus was originally invented to service a similar
problem on-board the Ragobot [8] [5], which faced the sim-
ilar problem of exercising configuration and power manage-
ment control over a large number of peripherals in a timely
manner using a limited number of physical host connections.

The CB2 firmware reloads the entire register chain on each
update command – a data-independent deterministic behav-
ior. As a result, the maximum speed oscillation speed of any
individual control output on the CB2 bus is the same regard-
less of its proximity to the host (position on the bus’s register
chain). That frequency, fCB2, is a function of the number
of host instructions it takes to toggle the CB2’s Clock data
line (output from the host), ntoggle, the number of host in-
structions it takes to determine, set, and drive the data bit,
ndsd, and m, the number of shift registers in the CB2 bus.
The exact formula is equation 1:

fCB2 =
fcpu

2 ntoggle (8m+ 1) + ndsd 8m
(1)

The 2ntoggle term appears because the clock edge must
both rise and fall for each transmitted bit of data and the
+1 term in the denominator expresses the update command
at the end of the entire data shift operation. This assumes
that the processor clock rate, after scaling by the instruction
delays (as indicated in equation (1) ), is less than the pro-
cessor’s maximum I/O clock rate and less than the CB2’s
maximum data clock rate.

The maximum clock rate of the specific 595 series reg-
isters used in the Ragobot and BEI is 25 MHz [7], which
results in an absolute maximum CB2 output pin toggle rate
of 385 kHz, given an infinitely fast host processor and a bus
8 registers long. 64 control lines, each independently capable
of operating at hundreds of kilohertz, is more than sufficient
for all envisioned control applications.

Generically, the limit is described by equation (2):

fCB2,max =
25

8m+ 1
MHz (2)

2.2 Sample and Hold
1The gain control unit uses two in series as a single 20 bit
resistor

The sixteen individual single-element receivers [2] are each
followed by a sample-and-hold unit whose trigger signal is
provided through the edge-card interface. The sample-and-
hold unit is disabled (e.g. stays in sample mode) by default.
The analog outputs from the 16 analog processing units are
available on the card’s edge connector. It is up to the at-
tached host to initiate the data hold by triggering the unit
through a signal pin on the connector interface. It is also
a host responsibility to release the analog processing units
from hold to resume sampling.

This triggering signal is bussed to all of the channels and
is routed using a length-match among channels. The total
variance in path length between the most extreme of the 16
channels is less than 2.5 mm (0.1”), which equates to a max-
imum sample aperture variation of only 13 ps. The sample-
and-hold can effectively guarantee simultaneous sampling
across all AFE17 channels, capturing the incoming signal
state and allowing the external data converter to sequence
through each of the individual channels and convert at will.
The protocol consists of the host-initiated hold signal, se-
quential conversion across all of the channels, and then the
release of the hold signal (resume sensing).

2.3 Bias Control
The bias unit moves the zero point in the amplitude do-

main. Zeroing the amplitude allows for higher gains to
fit within the limited dynamic range available. High gains
translate directly to longer sensing/communication range.

2.4 Gain Control
Achieving the highest gain without saturation requires dy-

namic control over the exact gain value to react to changes
in the environment or in the signal itself. For this reason,
gain control is a very common function in analog front ends.
In our case, the gain control was implemented in the low
impedance internal path of the instrumentation amplifier.
The gain transfer function is equation (3)

Gain =
2Rc

Rg
(3)

where Rc is the fixed resistance of the instrumentation am-
plifier and Rg is the gain controlling variable resistor. Rg is
implemented as two ten-bit digitally controlled resistors in
series to effect 20 bit control over the gain function.

The gain response appears in figure 4. It is non-linear, so
the high degree of linear control (20-bits = 1,048,576 codes!)
maps well enough onto the non-linear gain space enabling
near-linear control of the gain multiplier2. The maximum
gain is 10, 241× and the minimum gain is 6×. Our prior
experimental work suggested that control around 10× would
likely be required, so the control range is optimized for this
region. Near this gain level the step resolution is less than
1/100× – a level of control unnecessarily high as it is exceeded
by the noise floor.

The actual and entire gain control configuration space as
measured on an AFE17 operating dry in the laboratory ap-
pears in figure 4. To the left edge of the figure the slight
non-linearity is perfectly consistent with the modeled ex-
pectation as the output voltage is increasing at a slower
rate than the input voltage (e.g. less marginal gain). To the

2Effecting linear control requires a non-linear transfer func-
tion stored in a lookup table.



Figure 4: The actual and entire gain control config-
uration space as measured on an AFE17 operating
dry in the laboratory.

right of the figure, the shelf like area is a result of insuffi-
cient dynamic range in the analog signal path of the AFE17
resulting in saturation and clipping.

2.5 Frequency Control
Control of the filter center frequency required the replace-

ment of four resistive elements due to the Fliege-type archi-
tecture. In order to avoid disturbing the other aspects of
the filter transfer function, the four resistive elements must
be kept at the same relative value and adjusted globally to
control frequency. Individual control over the resistors is
provided to zero out resistive channel-to-channel variations
in the factory calibration to achieve this relative accuracy.
In practice, we found the laser trimming and manufactur-
ing controls, put in place by Analog Devices, to be more
than sufficient. Setting all four of the AFE channel’s digital
resistors to the same code resulted in the best filter behav-
ior. Individually adjusting the resistors’ codes relative to
one another, even as little as one code, resulted in reduced
performance.

Among channels, the situation is remarkably different.
Uncalibrated the AFE17 channels range from 780 Hz to
815 Hz with a mean of 801 Hz and a standard deviation of
10 Hz. Given that the filter passband is only 37 Hz wide and
the flattest part of the passband is less than 5 Hz wide, the
diversity in the channel’s center frequency has a pronounced
effect on imaging performance.

To correct the center frequencies to the same value, the
channels must be moved. The Fliege filter transfer func-
tion solved for frequency and differenced by itself results in
equation (4).

f1 − f2 =
R2 −R1

2πCR1R2
(4)

Here, R1 and R2 are the filter resistances, C is the filter
capacitance, and f1 and f2 are the filter center frequencies.
The equation may be simplified in analyzing the AFE17 as
the term (R2−R1) is really an just an expression of the con-
trol resolution over resistance (Rstep) and given that Rstep

is small compared to either R1 or R2, equation (4) simplifies

Figure 5: The AFE17 provides digital control over
the frequency response of its contained filters.

to equation (5):

∆f =
Rstep

4πCR
(5)

For the AFE17, C is 10 nF and R is 10 kΩ. Therefore
the center frequency may be corrected to within 1 Hz using
software control over the filtering hardware.

Figure 5 is the complete measured performance of the
AFE17 revealing the effect of the resistor control setting on
the filter transfer function for all possible settings. Note the
fine frequency resolution, high quality filter function, and
non-linear change in frequency with control input – all as
expected.

Although the frequency correction value may be accu-
rately anticpated from measurements and the application
of equation (5), in practice, the algorithm in the AFE17
driver operates closed loop with an applied reference signal.
The channels are iteratively adjusted to the resistance value
that maximizes input signal. This has the effect of not just
bringing all channels to the same frequency, but compensat-
ing other manufacturing variations as well.

3. SOFTWARE
BEI works by establishing a known background field and

then observing perturbations to that field caused by the
presence of targets. Unfortunately, that background field
contains noise. Elaborating on an experiment conducted
in [1], where a reference metal pipe (the target) was raster
scanned in a salt water tank by a motion-control platform,
reveals the extent of the environmental variance. Figure 6
shows the recorded differential voltage, the output of one of
the AFE17’s channels, as a function of distance from the sen-
sor for various excitation output powers. Since the recording
is performed sequentially, the spatial and temporal domains
are correlated and the variation in baseline with distance
also reflects a variation in baseline with time.

In [1], the discrete-spatial derivative with a window size
of 1 point was used to remove these variances and normalize
the background state. That worked exceptionally well ex
post facto. Our objectives in this work extend to real-time
and in situ. To that end, a slightly more elaborate filter
scheme was devised (figure 7). Spatial filtering was reserved
to a future work and a temporal approach applied in its
place.



Figure 6: The time-space variability of the target’s
influence on a single channel of the BEI sensor array.

Figure 7: The console data visualization algorithm
is a representation of the difference between a short
and long running low-pass filter. This pathway is
per channel and duplicated 16 times to cover the 17
electrodes of the AFE17.

The Data AQuisition unit (DAQ) acquires readings from
the AFE17 as a continuous stream. The stream is buffered
and partitioned into 20 data frames. Each data frame con-
sists of 100 samples captured at 15,625 samples-per-second.
Each data frame is reduced to its peak-to-peak value by dif-
ferencing its maximum and minimum. The resulting frame
amplitudes (the output of the Preprocessor) are averaged
into a single value representing the input to the discrete-
time Short-Long Sliding Window Filter (SL-SWF).

The SL-SWF itself consists of two independent sliding
window filters, one much shorter than the other. The out-
put of the SL-SWF is merely the difference between the
short window and the long window. This highlights re-
cent changes in the dielectric condition of the environment
from the background state, effectively creating a continu-
ously self-calibrating sensor.

The obvious disadvantage is that the sensor becomes blind
to stationary targets over time (much the same as the human
eye). This is best handled by moving the electrodes (emu-
lating the rapid movement of the human eye to counteract
static blindness), tracking the state of detected targets, or
both. It is important to note that this calibration process is
not a viable substitute for bias calibration of the AFE17 as

it cannot deal with analog dynamic range concerns.
The simplest SL-SWF configuration offers two tuning pa-

rameters, the lengths of the filters’ sliding windows. In or-
der to analytically optimize the tuning of the SL-SWF, let
us model the input signal as a sequence of electrode obser-
vations made of a moving target. When the target is absent
(outside the electrode’s observation range) the electrode will
record 1 – just the background. When the target is present,
it will record 2. The output of either SWF becomes just:

µswf =
min( 20

v
, 2Ws) + max(Ws − 10

v
, 0)

Ws
(6)

where µswf is the output value of the SWF (the mean of
the window’s values), Ws is the size of the sliding window
in number of samples, and v is the velocity of the target in
sensors-per-decasample (number of electrodes it passes by
per 10 samples).

We have expressed v in normalized units appropriate to
the scenario. For clarity, consider the following dimensional
analysis, in which knowledge of the sampling rate and lay-
out of the electrode array readily convert v into the more
recognizable unit of meters-per-second.

v =
electrodes

10 samples
× samples

second
× spacing

electrodes
(7)

The minimum and maximum functions in equation 6 are
necessary to bound the SWF since a really slow target may
exceed the window size. It is also of note that this model
handles fractional samples to improve the visual quality of
the resulting model output, an impossibility in our actual
system.

The output of our tuning model, Hfilter, is just:

Hfilter = 20log10(µshort − µlong) (8)

now parameterized by the length of each sliding window and
the speed of the target, and expressed as a normalized at-
tenuation in decibel form.

Figure 8: The Short-Long Sliding Window Filter
evaluated over its design space in four dimensions.

Visualizing this information requires a four dimensional
space (<Short SWF length, Long SWF length, Target ve-
locity, Filter output>). In figure 8, the solution space is
plotted. The x and y axes indicate the length of the short
and long filters respectively. The length of the filter is the
size of its sliding window aperture. The z axis represents



the speed of the target. The coloring is the resulting atten-
uation of the filter (in decibels). The transparent undefined
spaces are impossibilities in which the short filter exceeds
the length of the long filter (these conditions are identical
to the reflected point of swapping which SWF is defined as
“short” and “long”) or configurations that can produce neg-
ative filter output values. Operation at these design points
should be avoided.

The space of figure 8 is sliced in a few representative lo-
cations revealing a number of trends. Filter attenuation is
most severe where the filter lengths are equal given that the
identical apertures result in zero difference between them.
Increased length of the short filter may be compensated by
increased length of the long filter for constant attenuation.
Most interestingly, the long-window-v.-target-speed plane
contains a parabolic region (w.r.t. velocity) that may be
loosely described as an extruded C shape in three-dimensions.
This is better visualized by the isosurfaces of figure 9.

Figure 9: Two isosurfaces from the design space of
the Short-Long Sliding Window Filter.

That curvature results from the discontinuity in short-
filter mean that results from its finite length. Consider the
decelerating target. The progressive sample streams consist
of [0,1,0], [0,1,1,0], [0,1,1,1,0], et cetra, as the target enters
the electrode pair’s observability and slows (more time is
spent in front of the sensing electrode pair). With an aper-
ture of 4 samples, the resulting means are: 0.25, 0.5, 0.75,
1, 1, 1, ... Taking a large difference in filter length as an
example, at large target velocities attenuation is minimal as
the short filter tracks the input signal near-perfectly. As the
velocity decreases, the short filter is already saturated with
signal and only the long filter mean improves (reducing the
difference, ergo higher attenuation).

BEI deals with a quasi-static phenomenon in that it re-
quires the electric field to be assumed static (only amplitude
information). The AFE17 contains a very high-Q filter for
this purpose [2]. In practice, changes in the environment and
target location manifest as amplitude-modulation applied to
the permitted narrow-band signal exiting the AFE17. This
modulation is necessarily orders lower in frequency than the
carrier as changes in ionization, environment, and target lo-
cation occur much more slowly than the order-1 kHz field
excitation.

Energy at the same modulation frequency leaves us with-
out any filter options, save to appeal to historical context
(tracking) or a change of vantage (apply more sensor chan-
nels). Accordingly, BEI performs best against targets that

fit in between the low and high frequency bounds. High fre-
quency noise originates in the sampling/acquisition process.
Low frequency noise is predominantly calibration error from
ionization [4], environmental changes [2], changes in depth,
or changes in output power [1].

Given that the SL-SWF output is the difference of two
coherent low-pass filter functions, it is a bandpass filter. It
has the added advantage of allowing independent control of
the two cut-off frequencies through the choice of the short
filter length (high-frequency end of the pass band) and long
filter length (low-frequency end of the pass band). Frequen-
cies are not convenient when designing target tracking. It is
more convenient to deal with target/noise velocities (rates
of change). The filter length may be designed by asserting:

Lshort =
5

v
(9)

where Lshort is the length of the SL-SWF’s short sliding
window aperture in samples and v is the velocity in sensors
per decasample. The environmental filter may be designed
from observing characterization data and setting T equal to
the maximum number of contiguous samples of instability
in your characterization dataset:

Llong =
T

2
(10)

where Llong is the length of the SL-SWF’s long sliding win-

dow aperture in samples.
Applying the filter length design equations to our datasets

(of which figure 6 is representative), we observed setting
Lshort = 2 and Llong = 50 to result in excellent behavior

in the majority of test cases.

4. EVALUATION

4.1 Experimental Configuration
A test interface circuit board was designed and manufac-

tured to allow a single AFE17 card to easily connect with
standard laboratory bench top instruments. The test config-
uration can be seen in figure 10. Working from the top of the
figure, two Agilent E3631A 80 Watt maximum continuous output
power supplies are mounted side-by-side to provide the four
voltages needed for operation (±2.5 V, ±5.0 V), an Agilent
33220A arbitrary waveform generator provides the transmit
signal and output amplification, and a multi-core computer
(equipped with sampling hardware) handles data acquisi-
tion, digital processing, and visualization functions. This is
largely the same configuration used in [1].

The PC-hosted data acquisition hardware is from National
Instruments. It consists of a model PCIe-6323 X-series DAQ
unit attached by a shielded micro-coaxial cable to a Shielded
Cable Breakout (SCB) interface circuit board (NI-SCB68).
The SCB68 is visible in figure 10, just above the AFE17
mounted in the test fixture.

Protruding from the left edge of the figure is a cable at-
tached to the AFE17’s electrode interface port. At the other
end of the cable is a 68-electrode array, designed by the au-
thors, that we call the F68. The ABS plastic frame (in
the shape of a fish!) provides positioning, structural sup-
port, and electrostatic focusing [4]. The F68 consists of four
rows of 17 electrodes. Each row is connected to a single
AFE17. The transmit electrodes are located on the midline
between rows 2 and 3. For this study only a single AFE17



Figure 10: A single AFE17 installed in a test fixture
with a rack of support equipment.

Figure 11: Annotated experiment configuration.

was involved. The transmit pair employed had its electrodes
spaced 7.1 cm (2.8”) apart about the vertical centerline of
the array.

The F68 is placed against a long wall of a 55 gallon
(208 liter) capacity tank filled with 50 gallons (189 liters) of
drinking water (0 ppt salinity). Sodium Chloride was added
in measured amounts to raise the salinity to 31.5 ppt.

4.2 Tracking Moving Targets
The reference target is a metal sponge coerced into a

spherical shape roughly 3.8 cm (1.5”) in diameter. It is
mounted to a wooden dowel that was soaked thoroughly
in the tank’s salt water to minimize its dielectric signature.
The reference target appears in figure 12 along with a United
States Quarter-Dollar coin for size comparison.

At an output power of 94 mW, 100 data frames were
recorded for each channel. Each data frame consisted of
100 samples captured at 15,625 samples-per-second. The
amplitude of each frame was determined and averaged to
create the calibration baseline. The AFE17 then begins op-
eration by recording data frames simultaneously for each
channel at a rate of between 15 and 25 frames-per-second
varying based on the visual complexity of the resulting scene.

The AFE17 detecting and tracking the target is shown in
figure 13. The console displays 100 processed frames (the
output of the SL-SWF) on its vertical axis and 16 channels

Figure 12: The reference target is a metal sponge
coerced into a spherical shape roughly 3.8 cm (1.5”)
in diameter. Shown with a U.S. Quarter Dollar.

on its horizontal axis. The coloring is relative and auto-
ranging. The target is successfully detected and tracked as
it moves back and forth across the array at a minimum dis-
tance of 2.5 cm (1 inch)3. The slant of the tracks in the fig-
ure is position with respect to time. It, therefore, indicates
the direction in which the target is moving. Approaches or-
thogonal to the array and at intermediate angles are also
easily distinguished in this manner.

The dynamic performance is limited by equation (11).

v =
(ne − 1)dsepnfps

nf
(11)

In (11), ne is the number of electrodes, dsep is the sepa-
ration distance between them, nfps is the number of sam-
ple frames per second (the number of samples per second
for each channel sampled in parallel – or number of sam-
ple stripes for sequential sampling), and nf is the number
of frames between a change in the detected position of the
target.

For the AFE17, F68, and BEI console in their present
state, equation (11) evaluates to ≈ 8 m/s or 18 mph – the
biggest determinant being the frame rate. The frame rate is
a pure engineering challenge, not a physics-limiting one. As
a result, the performance may be increased going forward
through the use of faster sampling hardware, more sampling
hardware operating in parallel, and/or through the use of
fewer simultaneously operating channels. Alternately the
electrodes could be spaced further apart at the possible ex-
pense of creating holes in the sensor coverage.

The absolute limit is determined by the excitation fre-
quency and is fixed to

v =
(ne − 1)dsep

fTX
(12)

where fTX represents the excitation frequency.

5. CONCLUSION
In this work we have demonstrated the utility, and ana-

lyzed the design, of a BEI-based object detection and track-
ing system for UUV’s. BEI is well suited to redress two
classes of problems: large-scale and micro-scale.

3A video demonstration of this work is available:
http://vimeo.com/45524639



Figure 13: AFE17 console operator’s waterfall view of a conductive target oscillating back and forth in front
of the array. The slant of the tracks indicates the direction.

Large-scale problems are those of maritime interest. Fore-
most among these are manned submarine collision avoidance
and Unmanned Underwater Vehicle (UUV) navigation (col-
lision avoidance, docking, and formation support). Oper-
ating at-depth in the ocean, there is no alternative sensor
system which can match the temporal (latency) and spatial
resolution of BEI.

BEI may also target micro-scale problems. BEI’s resolu-
tion is a ratiometric phenomenon determined by the dimen-
sions and configuration of the electrode array that captures
the signals. Dense high-resolution electrode arrays are al-
ready the norm in neuroscience laboratories. By replacing
their simple passive backend electronics with BEI, it may
prove possible to develop a machine capable of near-perfect
brain tumor resection (surgical removal) since a study [11]
concluded that tumor cells could be reliably detected with
95% accuracy and only a 12% false positive rate by their
conductivity alone.

BEI can image conductivity in real-time. Therefore, com-
puter controlled, BEI-directed, laser surgery would end the
notion of an inoperable brain tumor, reduce the invasive-
ness of the surgery, reduce the surgical skill required (re-
duces cost, improves availability), and substantially reduce
epileptic post-operative complications.
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