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ABSTRACT
This paper examines range-based localization techniques for
single and multiple high-frequency underwater acoustic
sources, such as those used in underwater communication
systems. The emphasis is on developing flexible methods
that accept range data from different origins and assim-
ilate them into desired position estimates using compact
optimization-based formulations that can scale to large prob-
lem sizes and require little or no prior information on the
geometries of the acoustic links. The paper discusses how
multipath information can be used for single-source local-
ization, and how pairwise range measurements between net-
work nodes can be used to jointly recover their relative posi-
tions through factorization of Euclidean distance matrices.

Categories and Subject Descriptors
C.2.1 [Network architecture and design]: Wireless com-
munication; C.3 [Special-purpose and application-based
systems]: Signal processing systems

General Terms
Underwater communications, underwater networks, position-
ing systems

Keywords
Range-based localization, high-frequency ocean acoustic to-
mography, sparse channel estimation, Euclidean distance
matrices, semidefinite programming
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1. INTRODUCTION
Acoustic techniques are used for several purposes in con-

temporary underwater systems, including imaging, naviga-
tion, localization, and communication. While these indi-
vidual functionalities are typically provided by different de-
vices, there is currently great interest in merging some of
them to reduce overall costs and use the acoustic propaga-
tion medium more effectively [7]. In particular, synergies
between communication and navigation for mobile under-
water systems have been noted by several researchers; au-
tonomous underwater systems invariably require the abil-
ity to communicate with other assets and to derive loca-
tion information using acoustic positioning systems. Given
the scarce available bandwidth of underwater channels, and
the similarities of waveform specifications and required sig-
nal processing techniques for both purposes, it makes sense
to adopt an integrated framework [11, 6]. The situation
is further compounded in underwater networks, when the
same low-bandwidth and high-latency channel must now be
shared by several mobile nodes with similar needs regarding
communication and positioning.

This paper explores the concept that waveforms used for
communication enable ranging information to be obtained
between channel endpoints with little overhead in terms of
channel occupancy, from which useful positioning and/or
navigation information can be derived. The emphasis is
on developing signal processing techniques that can seam-
lessly incorporate data on channel propagation delays ob-
tained from several sources (e.g., the full multipath delay
profile observed at an array of hydrophones, or the direct-
path delays between pairs of point locations) and assimilate
this potentially large set of observations into relative spatial
coordinates. While conceptually similar to trilateration and
multilateration techniques used in GPS and radio naviga-
tion systems, the proposed approach can handle larger-scale
setups, dealing with positioning uncertainties in an elegant
and compact way.

The paper examines range-based localization techniques
for (i) unidirectional links, exploiting full multipath informa-
tion, and (ii) multipoint bidirectional links (i.e., networks)



exploiting direct-path delays only. Localization based on the
observed pattern of multipath delays at an array of sensors is
a form of ocean acoustic tomography (OAT) that matches
observed vs. predicted arrival patterns. In fact, classical
travel-time tomography was one of the earliest forms of OAT
due to the fact that it is relatively easy to estimate propaga-
tion delays and predict them using simple ray-tracing models
[4]. Higher-resolution full-field inversion methods that take
into account all the information available in the acoustic field
subsequently gained prominence in the OAT community,
stemming from advances in numerical propagation models.
At high frequencies used for acoustic communication, how-
ever, the spatial scale of environmental uncertainties is much
greater than the signal wavelengths, fundamentally limiting
the ability to deterministically model the properties of pres-
sure fields. Propagation delays remain useful metrics even at
those frequencies, and the proposed techniques adopt some
elements from the classical delay-based framework, resorting
to recent developments in sparse channel estimation and op-
timization to efficiently extract the structure of multipath at
the receiver and use it to estimate the corresponding source
location.

Regarding networks, we examine methods for jointly esti-
mating the positions of multiple nodes from pairwise range
measurements based on Euclidean distance matrices (EDM),
which have recently found application in wireless sensor net-
work localization [9]. One of the crucial advantages of this
optimization-based framework is the fact that the associ-
ated problems can be relaxed to convex form, and solved by
general-purpose solvers with little or no intervention by the
user. This formulation can handle problem sizes with tens
of nodes and places only very mild constraints on admissi-
ble geometries. Localization based on Euclidean distances
has been considered in [13] for underwater sensor networks,
with an emphasis on assessing the simulated performance
of protocols to recursively propagate position estimates in
large-scale networks. We focus on optimization aspects of
EDM problems for smaller networks, adopting formulations
that differ from the one proposed in [13] and characterizing
the estimation performance with real data.

The material is organized as follows. Section 2 describes
the framework for estimating channel responses, extracting
a multipath profile, and obtaining the parameters for prop-
agating wavefronts. Section 3 presents optimization-based
localization techniques that are used to convert a set of
wavefront delay signatures into relative source coordinates.
Section 4 discusses how range information between pairs of
nodes in a network can be used to jointly retrieve their spa-
tial coordinates through factorization of Euclidean distance
matrices. Section 4.1 provides results for the MORPH’12
experiment, where a small network of three mobile nodes
was used to demonstrate joint communication, ranging, and
retrieval of node coordinates. Finally, Section 5 points out
the main conclusions and topics for future research.

2. ESTIMATION OF CHANNEL RESPONSES
AND MULTIPATH PROFILES

The rationale behind OAT is that acoustic signals propa-
gating through the ocean are distorted in a way that creates
a kind of fingerprint for the properties of the medium, from
which those properties can be inferred by model-based in-
verse problem techniques. Current full-field inversion meth-
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Figure 1: Channel responses at a vertical receiver
array (a) Estimated by pulse-compression of re-
ceived probes (b) Simulation.

ods can provide much information about the water column
and the bottom sediment layers when applied to low-fre-
quency and medium-frequency signals. In the case of high-
frequency data transmissions, environmental uncertainties
make it impossible to deterministically predict the full pres-
sure field, but the skeleton of the field given by the spatial
configuration of propagating rays can still be reasonably well
established from coarse information about the geometry of
the environment. The associated signature of observed ar-
rivals at a set of receivers can be obtained, e.g., through
channel estimation techniques. Moreover, high-frequency
signals do not significantly penetrate the bottom, so it is
sufficient to focus on the water column.

Conceptually, even a single receiver would suffice to match
predicted vs. observed arrivals for OAT. In practice chan-
nel responses estimated at a single receiver location may
be too unreliable to detect individual arrivals, but spatial
coherence across an array of hydrophones spanning a signif-
icant aperture may enable the detection of the pattern of
depth-varying delays associated with a wavefront that im-
pinges upon the array from a given angle. Figure 1a shows
one such set of estimated channel impulse responses, where
wavefronts are clearly visible on the ensemble. In more
complex environments the wavefront structure may be more
elaborate and less amenable to inversion by tomographic
techniques. Still, the conditions pertaining to Figure 1 (mild
range dependence, water depth on the order of 100 m, trans-
mission range less than 1 km) are representative of several
actual sea tests and scenarios of interest. The simulation re-
sults shown in Figure 1b are in reasonably good agreement
with observations in terms of the delay structure of wave-
fronts, although the amplitudes are quite different. This sit-
uation is typical, and justifies our adoption of delays as the
primary metric for matching observations and predictions.



Wavefront magnitudes may be incorporated to some extent,
as discussed later, but in our approach all phase information
is discarded because it is deemed simply too unpredictable.

2.1 Sparse channel estimation
Channel estimates obtained by crosscorrelation or classi-

cal least-squares criteria typically look like Figure 1a, where
the arrival structure is visible but there is a significant level
of background estimation noise. By contrast, we use ba-
sis pursuit (BP) methods to extract the relevant wavefront
structure, producing sparse channel estimates that zero-out
unimportant coefficients and look more like the simulated
responses of Figure 1b. These estimates yield better per-
formance in subsequent wavefront detection/segmentation
steps, and may actually be computed faster than classical
estimates, depending on the degree of sparseness.

We briefly outline the BP channel estimation method. Let
the samples for a known transmitted signal (part of a packet
containing training data, or a probe waveform) be collected
in vector x, from which a convolution (dictionary) matrix X
is formed by concatenating columns with time-shifted repli-
cas of x. The corresponding received samples during a cho-
sen observation window at a given receiver are collected in
vector y. BP finds the vector of channel impulse response
coefficients u that optimize a mixed `1 − `2 fitting criterion
for the convolution

min
u

1

2

‚‚y −Xu
‚‚2

2
+ τ

‚‚u‚‚
1
. (1)

The first (`2) term quantifies the least-squares (LS) fit be-
tween observed and predicted channel outputs, whereas the
second one (`1) is a sparsity promoting regularizer that drives
to zero channel coefficients whose contribution to improve
the LS fit is small. The parameter τ controls the degree
of sparseness in the solution. The same model can be used
for linear time-varying channels, where the dictionary ma-
trix now contains time-shifted and Doppler-shifted replicas
of the probe x. Efficient numerical algorithms such as Sparse
Reconstruction by Separable Approximation (SpaRSA) and
Two-Step Iterative Shrinkage-Thresholding (TwIST) can be
used to solve (1) even for very large problem sizes [2]. Figure
2a shows a sample estimated channel response as a function
of delay and depth.

2.2 Wavefront segmentation
Once a sparse channel representation is available, it can be

segmented to detect wavefronts impinging upon the vertical
receiver array. The spatial dimension is thus leveraged to
filter noisy individual multipath arrivals at each sensor and
classify them for subsequent source localization steps.

The wavefront detection method is based on accumulat-
ing the magnitude of estimated channel coefficients across
a set of lines in the delay-depth plane and performing a
grid search over a candidate set of slopes and delays to lo-
cate them. This amounts to assuming that wavefronts have
planar shapes and the array is linear. As discussed above,
the phase information in those coefficients is deemed unre-
liable and discarded1. Conceptually, more elaborate wave-
front shapes could be accommodated as well, but the process

1Note that if phase information were included, actual wave-
fronts in the delay-depth plane might deviate significantly
from the planar assumption. The incoherent plane wave as-
sumption is quite accurate in our experimental data, with
the possible exception of the direct arrival.

Figure 2: (a) Arrival time delay vs. hydrophone
depth. (b) Radon transform of the top image. Each
peak is related to a wavefront in the upper image.

of computing energy-based detection metrics would be less
computationally efficient.

Methods for efficient detection of lines in images are avail-
able in the image processing literature, and these are reused
in our work to compute wavefront detection metrics. In
particular, the Radon transform efficiently integrates a 2D
function (image) along straight lines, producing Figure 2b
from the delay-depth image shown in Figure 2a. The angle
(slope) and displacement for each peak in Figure 2b reflects
the presence of a line with those properties in Figure 2a.

Depending on the number of bottom and surface inter-
actions, the amplitudes of arrivals can vary greatly among
wavefronts. Rather than setting a single detection threshold
for the metrics of Figure 2b, it is then preferable to employ
a sequential detection procedure where the strongest peak is
located, the associated wavefront in the delay-depth plane
is approximately zeroed-out through application of a mask,
and new detection metrics are computed. The process is
repeated until the residual energy is sufficiently small.

Once the parameters of wavefronts are known, the corre-
sponding delays across individual hydrophones can be read-
ily and reliably regenerated. Delays or delay differences,
measured relative to the earliest arrival (direct path) in the
topmost hydrophone, are multiplied by the average sound
speed to obtain the ranges or range differences used below.

3. SINGLE SOURCE LOCALIZATION
Determining the source position through tomographic in-

verse problem techniques involves iteratively computing the
wavefront structure for a hypothesized source position, com-
paring it against the observed delay structure across the ar-
ray, and based on the discrepancy obtain a correction to
the source position that will improve the matching. This
iterative model-based approach requires suitable initializa-



tion to avoid getting trapped in undesirable local extrema
of the cost function used for matching. In this section we
focus mainly on so-called coarse source localization (CSL)
algorithms that are suitable for initialization, as they can
provide good-quality estimates with little prior information.

3.1 Coarse source localization
Locating a source from range measurements to known spa-

tial reference points is a classic problem in several fields, and
has received much attention in ocean applications, includ-
ing active/passive sonar and beacon-aided navigation. We
adapt recently-proposed algorithms for range-based localiza-
tion in free space to obtain fast, robust, and flexible methods
that can be used in underwater waveguides [1].

When absolute ranges are available we focus on optimiza-
tion-based localization methods where the source position is
determined by minimizing a cost function of the form

min
xs

MX
m=1

|
‚‚xs − sm

‚‚p − dp
m|q, (2)

where xs and sm denote the positions of the unknown source
and the m-th sensor, and dm is the observed absolute dis-
tance between them. This cost function is actually the likeli-
hood function of observations for appropriate noise models,
namely, p = 1, q = 2 for Gaussian noise and p = 1, q = 1 for
Laplacian noise. However, the case p = 2, q = 2, denoted in
[1] as the squared-range least-squares (SR-LS) criterion, is
of greater interest here, as it leads to a fast solution method
that is guaranteed to converge to the global minimizer of
the cost function. Very briefly, SR-LS rewrites (2) as mini-
mization of a quadratic function under a quadratic equality
constraint, and uses the first-order stationarity conditions
to derive a solution algorithm based on root finding of a
rational decreasing function of a single parameter.

Using a current PC, SR-LS will run in a few milliseconds
for 2D or 3D source localization with less than 10 reference
points. By contrast, convex formulations for the Gaussian
and Laplacian likelihood functions based on semidefinite re-
laxations are available, but their running times on the same
hardware are on the order of 100 milliseconds [10]. The
improvement in accuracy afforded by true likelihood func-
tions at the expense of increased complexity may be justi-
fied under moderate or strong measurement noise, but in the
present case we chose to focus on speed and defer refinement
of the source position to a model-based postprocessing step.

Waveguide formulation and wavefront classification.
The basic formulation (2) assumes that range measure-

ments are taken between the source and sensors in free space,
and adaptations are needed to account for reflections in an
ocean waveguide. We use the image method [4] to replace
the physical array embedded in the waveguide with multiple
virtual images in free space, associated with surface and bot-
tom reflections, as depicted in Figure 3. The source localiza-
tion algorithm is then applied to the equivalent expanded ar-
ray in free space, i.e., the cost function (2) is summed over a
larger set of sensors that includes the physical ones and their
multiply-reflected images. Refinements to this method can
be introduced to partially account for sloping bathymetry
and nonconstant sound speed [11].

The above approach requires that wavefronts be classi-
fied (direct arrival, surface and bottom bounces, etc.), so

Figure 3: Decomposition of the physical array into
virtual surface and bottom-reflected images. Each
arrival is matched to the propagation delay between
the source and the associated image hydrophone.

that a given measurement in one of the summation terms is
paired with the appropriate receiver image (Figure 3). The
wavefront detection and segmentation method of Section 2.2
does not provide such labels, although a human operator can
usually assign them relatively easily for the first few reflec-
tions based on the relative wavefront delays and angles of
arrival. The high speed of SR-LS and the fact that there is
an underlying cost function that quantifies the fit between
predicted ranges,

‚‚xs − sm

‚‚, and observations, dm, makes it
feasible to pursue a brute-force approach for automatic clas-
sification, evaluating multiple candidate configurations and
selecting the one that leads to minimum cost [12]. Physical
considerations based on relative delays and angles of arrival
rule out most configurations, leaving only a moderate num-
ber of plausible hypothesis to be tested when associating
detected wavefronts to the horizontal image slices shown in
Figure 3.

As in other localization methods, one may consider a
weighted variant of the SR-LS cost function

min
xs

MX
m=1

wm(
‚‚xs − sm

‚‚2 − d2
m)2, (3)

and solve it using a slightly modified version of the root-
finding algorithm proposed in [1]. This allows wavefronts to
be weighted differently when computing the source location,
e.g., matching of delays for wavefronts undergoing multiple
reflections on the surface and/or bottom could be deempha-
sized, as delay measurements tend to be more jittery. Or the
weighting factors could be derived from average magnitudes
of impulse response coefficients over each wavefront, so that
stronger ones would contribute more, in a user-controllable
way, to establish the source location. This is conceptually
similar to the delay-variant weighting approach used in [8] to
correlate predicted vs. observed multipath profiles for model-
based high-frequency source localization.

Finally, note that using this formulation the receiver aper-
ture can be enlarged in any desired way for improved local-



ization performance with no changes in the algorithm, e.g.,
by deploying additional receiver arrays.

Unsynchronized links.
Measuring absolute ranges (propagation delays) requires

either synchronization of transmitter and receiver clocks and
activation schedules, or the use of bidirectional packet ex-
changes to measure round-trip times between two reference
points. When these synchronization requirements cannot be
accommodated, one possible criterion for source localization
is to match time differences of arrival (TDOA) between a
given sensor and a reference sensor (equivalently, range dif-
ferences between the sensors). This gives rise to the squared-
range difference least-squares (SRD-LS) cost function pro-
posed in [1], which matches observations with the difference
between the range from the source to sensor sm, and the
range from the source to the reference sensor, located at the
origin of the coordinate system

min
xs

MX
m=1

`‚‚xs − sm

‚‚2 − (dm +
‚‚xs

‚‚)2
´2
. (4)

Similarly to range-based localization, source localization with
range differences has a long history and many approaches are
available (e.g., multilateration/hyperbolic navigation). The
key feature of the SRD-LS algorithm that we adopt here is
its ability to find the global optimal solution to (4) with a
very fast procedure even though, in general, this problem
is nonconvex and possibly multimodal [1]. Paralleling SR-
LS, (4) is recast as the minimization of a quadratic function
subject to a quadratic constraint and an additional linear
constraint. Again, stationarity conditions lead to a root-
finding algorithm that is somewhat more elaborate than the
one used in SR-LS, but can still be executed very fast. The
practical usefulness of circumventing the problems of con-
vergence to local extrema can hardly be overstated.

The various topics discussed for SR-LS regarding wave-
front classification, weighting, and aperture extension all
apply to SRD-LS as well. The Cramér-Rao lower bound
attests that the localization accuracy of SRD-LS is funda-
mentally lower than that of SR-LS, as it is entirely based
on more subtle information like the relative (as opposed to
absolute) placement of wavefronts.

Figure 4 shows simulation results for the horizontal local-
ization error of SRD-LS as a function of the range between
the source and receiver array. The accuracies are consistent
with those obtained on a sea trial under similar conditions
(errors of 30–40 m at about 700 m range) [11].

4. RANGE-BASED LOCALIZATION IN
NETWORKS

In network scenarios it is often the case that the posi-
tions of several nodes have to be determined simultaneously
from pairwise range (or range difference) measurements. Eu-
clidean Distance Matrices provide an elegant framework for
this problem, particularly in the absence of reference nodes
with known positions [3]. In contrast to the approach for
single-source localization presented in Sections 2–3, here it
is assumed that nodes are equipped with a single hydrophone
(or a small array), so that one cannot reliably retrieve the
received wavefront structure. Then, correlation or channel
estimation techniques are used to lock onto a single early
strong arrival, which is typically associated with the direct

Figure 4: Simulation results for localization perfor-
mance using SRD-LS with flat bathymetry, 120 m
depth. Hydrophones are placed at depths of 6 m to
66 m with 4 m spacing.

propagation path. Communication is assumed to be bidirec-
tional, so that absolute ranges can be measured from round-
trip times.

Let xi and xj denote the unknown coordinates of nodes
i and j, and let their measured range be denoted by dij .
For a total of N nodes, an Euclidean distance matrix E is a
N×N symmetric matrix with zero diagonal whose elements

are given by Eij =
‚‚xi − xj

‚‚2
. It satisfies the properties

[3]:

Eii = 0, Eij ≥ 0, −JEJ � 0, (5)

where J = I− 1
N

11T and � 0 means that the left-hand ma-

trix is positive semidefinite. Denoting by X =
ˆ
x1 . . . xN

˜
the desired matrix of node coordinates, the following crucial
property also holds

X̄T X̄ = −1

2
JEJ, (6)

where X̄ = XJ is the matrix of coordinates recentered so
that its center of mass lies at the origin. The implication of
(6) is that, once E is available, factorizing −JEJ yields X̄
up to a product by a unitary matrix. In other words, factor-
izing −JEJ provides all node coordinates up to a common
translation, rotation, and reflection ambiguity2. These am-
biguities may be unimportant in some scenarios involving
mobile nodes, where one is most interested in knowing their
relative positions. See below for a disambiguation proce-
dure.

A naive way to obtain the entries of matrix E is to directly
square the appropriate observations dij , but this does not
guarantee that E will satisfy the EDM properties (5). A
better approach is to enforce those structural constraints,
obtaining E as the solution of the optimization problem

minimize
P

i,j(Eij − d2
ij)2

E
subject to Eii = 0, Eij ≥ 0, −JEJ � 0.

(7)

This is still not quite satisfactory, as squaring the observa-
tions in the cost function of (7) will increase the impact of
noise. To avoid this, one may modify the summation terms

2Other reflection ambiguities may exist for configurations
with specific symmetry properties.



in (7) to (
p
Eij − dij)2, which will preserve the convexity

of the problem. This may be manipulated to obtain the
problem [9]

minimize
P

i,j(Eij − 2Tijdij)

E,T
subject to T 2

ij ≤ Eij

Eii = 0, Eij ≥ 0, −JEJ � 0.

(8)

Both (7) and (8) are convex problems, whose solutions may
be globally and reliably found by current general-purpose
solvers and computers even for relatively large numbers of
nodes (about 50). Although problem (8) doubles the num-
ber of variables relative to (7), in our experimental data we
have observed that it has better numerical properties, which
enable the use of a faster solver (SeDuMi in (8) vs. SDPT3
in (7)). One advantage of this framework relative to ge-
ometric approaches as the number of nodes grows is that
the proliferation of equations relating internode distances
remains hidden under an elegant and compact mathemati-
cal formulation, similarly to SR-LS/SRD-LS in Section 3 as
more receivers are added.

Solving for node coordinates.
According to (6), factorization of −JEJ yields the Gram

matrix of node coordinates, recentered at the origin, up to

an unknown unitary matrix U such that UX̄ =
`
− 1

2
JEJ

´ 1
2 .

In the 2D scenario with 3 nodes examined in this paper JEJ
is 3×3 and has rank 2, X and X̄ are 2×3, and U is 2×2. The
latter can be decomposed as the product of a rotation matrix
by a diagonal matrix with ±1 entries that reflects along one
or both axes. The usual way to remove this ambiguity is
to use additional information about the relative positions
of some of the nodes, using a procedure along the following
lines (for 2D):

1. Perform the eigendecomposition VΛVT = − 1
2
JEJ

and set the initial node coordinates as the columns of

X̄ =

»√
λ1v

T
1√

λ2v
T
2

–
, where λ1,2 are the two nonzero eigen-

values and v1,2 their eigenvectors.

2. Take two reference nodes and rotate the whole con-
stellation around one of them until the pair assumes a
prespecified configuration where the second node lies
along the positive horizontal axis.

3. Check that the vertical coordinate of a third reference
node has a prespecified algebraic sign. If not, reflect
the whole constellation about the horizontal axis.

For a larger number of reference nodes steps 2–3 may be
formalized as an orthogonal Procrustes problem [5]. In the
experimental results reported in Section 4.1 the constella-
tion is rotated around node 1, so that node 2 lies along
the positive horizontal axis, and possibly reflected vertically
(i.e., about the horizontal axis) so that node 3 has a positive
vertical coordinate.

4.1 Experimental results
We illustrate the performance of the range-based network

localization method using data collected during the
MORPH’12 experiment, conducted in Faial, Azores, on July
2012. Figure 5 shows the test area and some of the GPS
tracks for three network nodes.

miles

km

1

2

Figure 5: Test area and sample GPS tracks for three
network nodes during the MORPH’12 experiment.

4.1.1 System Description
The system consisted of three nodes deployed from the

available work vessels (one from a RIB and two from the
11 m long “Aguas Vivas”). Each node included an acous-
tic modem, a depth cell and an underwater audio recorder.
Both the depth sensor and the audio recorder were self con-
tained, while the acoustic modem was interfaced through
a stand-alone deck-box-type computer (MANTA). The in-
terface computer for each node was connected on the dry
side to a GPS receiver and a 2.4 GHz radio (Ubiquiti Bullet
long-range ethernet adapter). The wireless links establish
a terrestrial network, used for oversight and control of the
analogous underwater network composed of the modems.
Figure 6 presents the nodal hardware configuration.

Figure 6: Hardware configuration of a network test
node.



The dry-side network is configured so that, logically, all
network-enabled devices form a ad-hoc collection of clients,
using typical TCP/IP ethernet connections, and a manually-
addressed naming scheme. Any device is thus directly ad-
dressable from every other one, making it easier to control
the system, debug it, and log all relevant information. A
control and monitoring station was set up in the ship’s cabin
where the scientists could connect to the wireless network in
order to initiate and configure the testing or simply monitor
the execution, as pictured in Figure 7. Additional features
like live spectrogram and real-time geographic plotting of
nodes positions were also available.

Figure 7: The MORPH’12 test network.

Physically, the instruments were deployed from two sup-
porting vessels that provided the required geometrical vari-
ation for the experiment. The two modems deployed from
the larger vessel were suspended from outriggers on both
sides, providing a baseline of around 10 m perpendicular to
the ship’s axis while maintaining safe separation between
the underwater elements and the ship’s hull and propeller.

The packet exchange scheme implemented for the trial
explores acoustic ranging techniques based on synchronous
broadcast instant messages available in the EvoLogics mo-
dem firmware. A representation of the scheme is shown in
Figure 8. Medium access was controlled by a rigid TDMA
scheme with one packet per Tnode. On each cycle (Tcycle ≈
5 sec) one node acts as master, interrogating the other two
to collect range information. For example, on Tcycle 1 node
1 triggers the first sync message and nodes 2 and 3 reply
during their slots. As the processing delays of each node are
known (in our experiment they are included in the message),
node 1 can infer the round-trip times to nodes 2 and 3 from
the time instants when it receives their reply packets. After
halving these delays and multiplying by the average sound
speed, node 1 knows the distances d1,2 and d1,3. The reply
packet from node 3 also includes its observed delay between
receiving the initial query from node 1 and overhearing the
reply from node 2. Eliminating known processing delays
and multiplying by the sound speed, this parameter will di-
rectly reflect the path differences ∆d = d1,2 + d2,3 − d1,3.
Upon knowing d1,2, d1,3, and ∆d, node 1 readily obtains
d2,3 = ∆d − d1,2 + d1,3 and can now proceed to solve (7)
or (8). On Tcycles 2 and 3 nodes 2 and 3, respectively, will
assume the role of master, interrogating the other nodes in

Figure 8: Network transmission schedule.
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Figure 9: Reconstructed node positions from pair-
wise range measurements (node 1 is at the origin).

a prespecified order. The complete interrogation process,
lasting for Tfull ≈ 20 sec is then repeated. Note that this
scheme only relies on delays computed locally at nodes, and
is thus immune to internode clock synchronization issues.

This scheme was tested for two sets of modems operating
on different frequency bands, with different packet sizes (8,
16, 64 bytes) and with different geometric and kinematic
configurations (relative positions and speeds).

Figure 9 shows a set of reconstructed constellations, dis-
ambiguated as explained at the end of the previous subsec-
tion. The positions of node 2 are constrained to lie on the
positive horizontal axis; the concentration of points around
9–10 m is consistent with the known deployment geometry
in the“Aguas Vivas”. The trajectory of node 3 is also consis-
tent with the maneuvers carried out by the RIB, but this is
not easy to visualize in this reference frame. To better grasp
the accuracy of the reconstructed trajectories of nodes 2 and
3, we therefore combine these results with some of the GPS
information. Specifically, from the GPS track of node 1 we
estimate the attitude of the “Aguas Vivas” and use this in-
formation to translate, rotate, and plot the reconstructed
range-based constellation over time.

Figure 10 shows the reconstructed track segment, where
agreement with GPS data is seen to be quite acceptable.
Node 2 experienced frequent GPS outages throughout the
tests, so its GPS track is unreliable. Some occasional large
deviations are visible in the reconstructed trajectories of
node 3 (typically shaped as arcs of circle), but we believe
that these are mostly artifacts induced by errors in the esti-
mated attitude of the ship, particularly when data collection
is resumed after pausing. Presumably these effects would be
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Figure 10: Regenerated node tracks (a) After com-
pensation for translation and attitude from GPS
data of node 1 (b) GPS ground truth for all nodes.

eliminated to a large extent if navigation data from an iner-
tial measurement unit were available.

The results shown above merge all reconstructed constel-
lations into a single timeline, i.e., they do not account for
which (master) modem was in possession of the range data
on a particular interrogation cycle. The results were ob-
tained for EDM estimation based on plain ranges according
to (8), but they are similar to those obtained with the basic
method (7) using squared ranges. The main difference is
that the former can use SeDuMi as a solver, which is about
30% faster than SDPT3 for the problems at hand. The tests
were carried out under challenging operational conditions, in
close proximity of steep walls both above water and under-
water. This leads to high packet drop rates, such that about
20% of interrogation cycles were incomplete and discarded
from the above results. In forthcoming work we will pro-
vide a more in-depth analysis of our data set, linking packet
error rates and positioning accuracy over time to measured
channel responses, node velocity, and operating frequency.

5. CONCLUSION
We have discussed how one may use measured propaga-

tion delays and delay differences using high-frequency acous-
tic signals to infer the relative positions of one or more
sources. For a single source, we propose extracting the tem-
poral/spatial multipath structure observed at a receiver ar-

ray, using a fast and robust single-source localization algo-
rithm to understand how the detected arrivals match the
predictable properties of sound propagation in a waveguide
through multiple boundary interactions. The approach was
successfully tested for a real medium-range scenario (about
1 km) where the multipath structure was well defined.

For networks, we propose a robust joint localization algo-
rithm based on estimation of Euclidean distance matrices.
Encouraging performance was demonstrated in a real exper-
iment with 3 nodes under challenging conditions. Ongoing
work aims to scale up this approach for more nodes while
refreshing their position estimates sufficiently often.
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